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1 Introduction 
The term “benchmarking” originates in the economic science and indicates the process of 

comparing one's business processes and performance metrics to industry best practices from other 
companies. Benchmarking is used to measure performance using a specific indicator (e.g. cost per unit of 
measure, productivity per unit of measure, cycle time of x per unit of measure or defects per unit of 
measure, etc) resulting in a metric of performance that is then compared to others. Not only the 
identification of specific indicator is relevant but also the definition of comparison methods is important in 
benchmarking. Techniques as diverse as Matrix technology, Comparison tables, Graphics techniques (Pie 
chart, Bar chart, Histogram), SWOT analysis, Potential/resources-analysis, Price/performance ratio, 
Spider web diagram, etc, are used to compare different indicators and their impact on process/products 
performances. 

In the Information and Communication Technology (ICT) industry a number of benchmarking 
systems have been developed to compare performances of different commercial products and also to 
parameterize the use of ICT products and services both from private and public bodies. The literature on 
this topic is vast and widely available. As an example of indicator and comparison methods we report here 
the graph of intrinsic power dissipation per device switch versus delay time for CMOS and future devices 
as proposed in the ITRS future emerging technology roadmap [ITRS:2013][Nikonov:2012] (See ICT-
Energy Research Agenda, D3.2.2). 

 

 
Figure 1: The intrinsic power dissipation per device switch versus delay time for CMOS and future devices as 
proposed in the ITRS future emerging technology roadmap [ITRS:2013][Nikonov:2012]. The diagonal grey lines are 
lines of constant energy. Key: CMOS HP (high performance CMOS), CMOS LP (low power CMOS), iii-vTFET (III-
V tunnel FET), HJFET (heterojunction FET), gnrFET (graphene nanoribbon TFET), GpnJ (graphene pn-junction), 
spinFET (Sughara-Tanaka spin FET), SST/DW (spin torque domain wall), STMG (spin torque majority device), 
STTtriad (spin torque triad), STO (spin torque oscillator), ASLD (all spin logic device) and NML (nanomagnetic 
logic). 

The ambition of this document is not to review the existing metrics or to add a new indicator or a 
novel comparison method. The goal of this document is to provide tools to the scientist and technologist 
interested in the topic of energy efficiency in ICT to understand and use the information available. 
According to this goal, the first “tool” that we address is clearly the identification of what are the relevant 
quantities to be monitored in order to define the energy efficiency. Secondly we will focus on the problem 
of how to measure such quantities and/or extract them from known data. We will address respectively the 
impact of hardware and software on the energy consumption of computing. Finally we will briefly discuss 
the ongoing work of focused projects and ISA groups involved in the definition of benchmarking systems 
in the growing field of energy harvesting for ICT devices.  
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2 Energy efficiency in ICT systems 
Energy consumption during computation has become a matter of strategic importance for modern ICT 

and its impact on future society. In this section we briefly review the main aspects of how energy is used in 
modern ICT systems and how to parameterize energy efficiency in this field. 

 

2.1 Energy efficiency during computation 
In the vast area known today as ICT energy is used to perform a different tasks. The most relevant in 

terms of energy usage are: computation, communication, storage, and display, as shown in Figure 2 [ES]. 

 

 
Figure 2. Energy consumption by four primary information processing functions in modern electronic ICT systems. 
 

In what follows we will focus our attention on the computing task because it is the task that is 
unavoidably present in all ICT devices. 

In order to asses the energy efficiency in computing devices we need to define a physical model of such 
devices that is general enough to capture all the relevant aspects of the computing task. This can be done by 
considering the computing devices as a thermal machine[Gammaitoni:2012]  (see figure 3). 

 

 
Figure 3: An ICT device is a machine that inputs information and energy (under the form of work), 

processes both and outputs information and energy (mostly under the form of heat). 
 

Here, a generic computing device can be considered as a machine that processes information while 
transforming work into heat. Pioneering research developed by J. Von Neumann and by R. Landauer in the 
last century has shown that information processing is intimately related to energy management (“information 
is physical” [Landauer:1961]). As a matter of fact, an ICT device is a machine that inputs information and 
energy (under the form of work), processes both and outputs information and energy (under the form of 
heat). 
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According to this model energy efficiency during computation can be defined in terms of the quantity of 
input energy that is used for computation against the quantity is transformed into heat. Thus we can define 
energy efficiency as: 

𝜂 =
𝐿 − 𝑄
𝐿

 

With E=L here L is the input energy (in the form of work) and Q is the wasted heat produced during 
computation. Clearly it varies between 0 (totally inefficient device: all the input energy is wasted into heat) 
and 1 (maximum efficiency where all the energy is used to perform computation and none is wasted into 
heat). 

 

2.2 The physics of switches 
Once we have defined energy efficiency we need to understand if there is any fundamental bound to such 

efficiency. Before discussing this aspect, we need to address the role of the other player in Figure 3: i.e. the 
information. 

A computing device is a physical system that is capable of processing information. In order to realize this 
task (processing information) we need to consider a physical system that is capable of assuming a number of 
different physical states. Let’s suppose that these states can be labelled as S0, S1, …etc. We can 
conventionally assign a certain amount of information Ii to a given physical state Si. When the physical 
system change its state from Si to Sf, we can interpret this as an information transformation from Ii to If. 
Ordinarily any macroscopic physical system is characterized by a large number of physical states. For the 
sake o simplicity, however, we will consider here the simplest possible physical system, characterized only 
by 2 different states: S0 and S1, with the possibility to operate transitions between these two states. This 
system is usually called a binary switch. There are two interesting classes of binary switches: combinational 
switches and sequential switches. 

Combinational switches are characterized by the following behaviour: in the absence of any external 
force, under equilibrium conditions, they are in the state S0. When an external force F0 is applied, they switch 
to the state S1 and remain in that state as long as the force is present. Once the force is removed they go back 
to the state S0. Examples of combinational binary switches is the switch illustrated in Figure 4. Popular 
examples are represented by Relays and also by transistors, today widely exploited in modern computing 
devices to realize logic gates. A combinational device is a network of combinational switches. 

 

 
Figure 4: Electro-mechanical switch as a combinational device: when an external force (magnetic induction force) is applied the 
switch change its state from open to close) and goes back to the initial state (open) when the force is removed. Picture form 

Wikipedia: https://commons.wikimedia.org/wiki/File:Relay_principle_horizontal.jpg. 

 

Sequential switches are characterized by the following behaviour: if they are in the state S0 , they can be 
changed into the state S1 by applying an external force F01. Once they are in the state S1 they remain in this 
state also when the force is removed. The transition from state S1 to S0 is obtained by applying a force F10 . 
Once the switch is in the state S0 it remains in this state also when the force is removed. At difference with 
the combinational switch, the sequential switch remember its state also after the removal of the force. This 
memory last for a time t that is short compared to the system relaxation time. In fact, if one wait long enough 
the sequential switch relax to the equilibrium state that is characterized by a 50% probability to be in the S0 
state and 50% probability to be in the S1 state. In all practical cases the relaxation time is usually much 
longer than any operational time, thus the sequential switch can be considered a system that remember the 
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last transition produced by the application of the short duration external force. Example of sequential binary 
switch is the switch illustrated in Figure 5. Popular examples are represented by mechanical switches and by 
electronic Flip-Flop. They are employed in computers to perform the role of registers and memory cells. 

 
Figure 5: Mechanical binary switch as a sequential device: when an external force is removed it stays in the last state for any 

interval of time, shorter than the relaxation time. 

 

2.3 Fundamental limits in energy efficiency 
Now that we have discussed the binary switches as basic elements for doing computation, we can go back 

to the notion of energy efficiency for computing devices. Based on our previous definition it is clear that the 
effort to reach the maximum efficiency is equivalent to the effort to reach the zero heat produced condition Q 
= 0. We note that, in principle, a computing device can be operated by keeping, during computation, the total 
change in the internal energy U = L-Q = 0. So the minimum energy required is L=Q.  

The question that we want to address is the following: is there a limit to how small can we make Q? 

This topic has been widely discussed in the scientific community since the beginning of the modern 
computers era. Based on our previous discussion our question, by the moment that all the combinational and 
sequential devices can be made by interconnecting respective binary switches, translates into: 

1) What is the minimum amount of energy required to operate a combinational switch? 
2) What is the minimum amount of energy required to operate a sequential switch?  

The answer to question 1) is Q=0, provided that the switch operation is performed slowly enough in order 
to make negligible all the dissipative phenomena like viscous damping, internal friction, …etc. Sometime 
this way of operating switches is called adiabatic computing. 

The answer to question 2) is Q=0, provided that the switch operation is performed slowly enough and that 
there is no net entropy decrease at the end of the computation process.  

While the adiabatic computing condition is common to both classes of switches, the sequential devices 
demand an additional condition that requires some further explanation. According to the second principle of 
thermodynamics if we want to operate a transformation that foreseen a total change of the system entropy 
between the final state and the initial state that is negative, i.e. a net reduction of entropy, then this operation 
cannot be performed unless we spend an amount of energy 𝑄 ≥ 𝑇 Δ𝑆. The equality holds for the adiabatic 
condition mentioned above. It has been shown[Gammaitoni:2012] that a sequential switch can be operated 
according to a protocol (called zeropower protocol) that allows the satisfaction of both conditions required in 
2) during the switch from S0 to S1 and from S1 to S0. 

However this is not the end of the story for sequential devices. In fact there exist a situation where the 
second condition in 2) cannot be satisfied. It is when the sequential switch is relaxed to equilibrium and the 
knowledge of the system state is lost. In this case in order to apply the zeropower protocol is necessary to put 
the system into a state with 100% probability. This operation is called Landauer reset and cannot be 
performed without entropy reduction. By the moment that on average it requires a reduction of number of 
initial states from 2 to 1, consequently the entropy decreases for a quantity  Δ𝑆 = KB Log 2 (it halves the 
state space) and this is necessarily associated with an amount of minimum energy to be dissipated Q = KB T 
Log 2 [Landauer:1961]. 

In conclusion, we have shown that a computing device can be operated with arbitrarily low energy 
expenditure, provided that no Landauer reset is required. Otherwise a minimum energy expenditure has to 
be accounted in the measure of KB T Log 2 per reset. 
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2.4 Energy efficiency in transistor based devices 
In the previous sub-section we have seen that, in principle, we could operate a computing device with 

arbitrarily low energy. In present generation of ICT devices, CMOS transistors play the role of both 
combinational switches (arranged in the form of logic gates) and sequential switches (as Flip-Flops or 
memory cells). In these devices the amount of energy dissipated during operation is still far from the 
fundamental limits seen above. This is mainly due to technological reasons associated with the electronic 
operation of the transistors[TZP].  

The main source of energy consumption in electronics is charging and discharging of electrical 
capacitances, which are present in all electronic devices. To illustrate this, an example of a dynamic random-
access memory (DRAM) where several distinct capacitors are present, is shown in Fig.6 including a storage 
capacitor Cs, the gate capacitor Cg of the field effect transistor (FET), and interconnect capacitor Cint formed 
by the wires used to connect individual memory cells in an X-Y array.  

 

 
Figure 6: circuit with capacitance 

 

Energy dissipation by charging a capacitor is a central concept of microelectronics as operation of all 
electronic devices involves charging/discharging corresponding capacitors. When a capacitor is charged 
from a constant voltage power supply, energy is dissipated, i.e. converted into heat. Consider a typical model 
circuit consisting of a capacitor C in series with a resistor R. Suppose a constant voltage of magnitude V is 
applied to the circuit at t=0 and electrical charge flows to the capacitor. The charging of the capacitor is 
characterized by a time-dependent voltage drops both on the resistor and the capacitor:  
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The energy dissipated in the resistor R during charging is: 
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     (3) 

 

Note that the energy dissipated in the resistor is independent of the resistance value R. As result of the 
charging process, the capacitor stores the energy EC = ½CV2, and thus the total energy required for constant 
charging voltage (the switching energy) is:  
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2
swE CV=      (4) 

Now capacitance is related to a linear dimension, L: 

0~C Lε       (5) 

If binary switching (i.e. capacitor charging and discharging) occurs with a frequency f, the operational power 
is: 

2
swP E f CV fα α= =      (6) 

Where a is the activity factor, a=1, for a square-wave switching and a<0.5 in typical digital circuits. In a 
circuit with a large number of transistors, Ntr, the total switching energy is Esw=NtrEsw1, where Esw1 is the 
switching energy of an individual transistor. Note that (4) and (6) refer to dynamic switching energy and 
power, directly related to the ON/OFF switching. There is also a parasitic leakage power component that will 
be discussed in the following. 

According to (4), on the level of elementary operations (e.g. binary switching), the control space is limited 
by only two parameters – operating voltage and device and capacitance (devices and interconnects), and both 
these parameters have been considerably reduced during past 40 years as result of scaling – the continuing 
decrease of the device critical dimension, F, from tenths of micrometers to only a few nanometers. One 
immediate implication of scaling is a linear decrease of device capacitance (e.g. the FET gate capacitance, 
Cg) with F: Cg=k1F. If voltage can also be linearly scaled with the device size with some coefficient of 
proportionality k2, i.e. V=k2F then the FET switching energy (CV2) decreases as the cube of the device 
dimensions: 

( )22 3
1 1 2 1 2sw gE C V k F k F k k F= = ⋅ =  
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3 How to estimate and measure the impact of hardware on the energy 
consumption of computing  

 

3.1 Introduction 
Dealing with electronic devices, for the design of a new product or for research purpose, requires 

knowledge of the way they work, their performances, their limits and power requirements. Given that each 
device accomplishes a different function, it is impossible to compare all them with a single benchmark, while 
it would be useful to have a set of tools to compare different devices accomplishing the same function. This 
is the case, for example, of the logic gates, generally small devices used to execute single or multiple logic 
operations (AND, OR and NOT) or combinations of them (NAND, NOR, NOT, EX-OR etc.). 

We are interested in finding a set of methods, procedures and instrumentation to perform some 
fundamental measurements to characterize all the fundamental parameters of a device, with specific 
reference to the basic component of computing systems: the logic gate. The goal is to be able to compare 
devices: we can name this set “benchmarking tools”. In the following, we will consider a generic gate and 
we will describe all the different analysis that can be conducted on this generic gate. It is important to focus 
the attention on two different aspects:  

- the extraction of the parameters of interest 
- the instrumentation required to measure them. 
-  

3.2 Parameters and how to measure them 
The static power consumption is the first parameter to be evaluated. It represents the losses due to the 

internal architecture and technology of the gate when it is performing no action, i.e. when it is simply 
powered ON, no clock is applied and its inputs are held at a logic state indefinitely. This is an important 
parameter because, for example in some applications with very low duty cycle, static dissipation can 
represent the largest part of the power consumption. How to measure: It is quite easy to measure the static 
power consumption because it requires to evaluate the product of the supply voltage and the static current. 
These can be obtained with a voltmeter, in parallel with the power supply, and an ammeter, in series between 
the power supply and the input pins of the device. However if dealing with very low values (e.g. mV and 
nA) very expensive instrumentation may be required. The output pins should be disconnected from any 
possible load to avoid any extra current to be drawn from them (it would impact the static power 
measurement). 

Dynamic current of the gate is another important parameter that it is worth measuring. This current is 
related to the internal charge movements during state changes. It is proportional to the speed of the 
switching, to the supply voltage and to the equivalent capacitance of the device. It is well known that the 
dynamic current is dissipated because of charging and discharging of all the capacitor of the gate, those at 
the input and output terminal as well all the internal ones. How to measure: given that it is not easy to 
directly measure all the capacitances, the easiest way to obtain the dynamic current is to use a voltmeter, to 
measure the supply voltage, an ammeter, to measure the current required, and a signal generator. The role of 
this last one is to give a variable and well known test signal at the input terminal of the gate to stimulate one 
or a series of transition of state. Generally a square wave can be used, but also signals with different duty 
cycle can be used to simulate different working conditions. In this way it is possible to measure the RMS 
value of the current or its instantaneous value: in this last case the instruments have to be fast enough to 
sense the rapid variations of these parameter (it can happen to have different current values for different 
logic states). 

Another important piece of information about every device is represented by its maximum working 
frequency at a particular value of supply voltage and temperature. Each physical device is generally made in 
silicon, appropriately doped, and exchanges charges among internal and external subparts. This movement of 
charges cannot be arbitrarily fast but it is limited, in speed, by the physical propriety of the current paths. 
They form a network of resistive connections that, together with the intrinsic capacitance, form real resistor-
capacitor circuits with a finite time constant. So it is trivial to understand that the digital signal through a gate 
cannot be indefinitely fast. There are standards to follow in order to keep compatibility among devices of 
different manufacturers: these standards state the minimum performances each device has to guarantee. How 



ICT Energy (No. 611004)  Benchmarking tools 
 

ICT-Energy (GA n. 611004) – Dn.3.2.2  Page 9 of 26 

to measure: in order to compare different devices some tests can be conducted to obtain the maximum 
working frequency with respect the power consumed. This can be obtained with a voltmeter, a current meter, 
a signal generator and a signal detector or an oscilloscope. After powering the device, a test signal can be 
applied to the input of the gate. This signal is normally a square wave of appropriate amplitude to respect the 
technology of the device under test. For example, in CMOS devices the low level is represented by a voltage 
below the 30% of the supply voltage, while the high level is represented by a voltage higher than the 70% of 
the supply voltage. These values have to be respected at the input as well at the output pins of the device. 
The test can start with a quite low frequency of the square wave. Then this frequency can be increased while 
checking the output signal to verify the correctness of the logic function (logic relation between the input and 
the output) with a digital signal detector or an oscilloscope. There will be a frequency when some errors will 
arise and the input-output relation will not be respected anymore: this is the maximum usable frequency of 
the device. All these tests have to be performed at a constant temperature: it is well known that each 
electronic device behaves differently at different temperature. During the frequency sweep it could be useful 
to measure the power required by the device: this can be a useful parameter to correlate the performance of 
different devices from different manufacturers. 

 

3.3 Errors 
Last but not least, each device can be characterized from the point of view of the errors, or error 

tolerance, during the computation. Errors are generally to be avoided, but there are conditions where this 
cannot be achieved easily. The worst operating conditions for a particular gate varies a lot, but all have some 
common enemies: high frequency, large capacitive load and low supply voltage. For the reason already 
discussed, high frequency represents a limit to the speed of state changes, so applying a very fast stimulus at 
the input can produce a wrong output, i.e. an error. To avoid this problem, a higher supply voltage can be 
applied and a lower load has to be driven by the output pin. But these conditions are not always easy to be 
found because they can be imposed by other devices. So the only way to not have errors is to reduce the 
operating frequency. Moreover errors can arise at very low operating frequency too: this is the condition 
when the supply voltage is very low, close or below the minimum value for the device declared by the 
manufacturer. How to measure: measuring these performance can be important because it permits energy 
saving: if high speed is not required, energy can be saved by reducing the supply voltage. To evaluate the 
error rate, that during a normal working condition should always be zero, a signal generator, a error detector 
and an error counter are needed. The signal generator generally provides a square wave compatible with the 
technology of the device (TTL, CMOS, LVCMOS and others). The error detector is a set of circuitry that 
samples the input and output signals of the gate and detects if the logic function is respected. Instead of 
comparing the input and the output, the same error detection can be performed comparing the output signals 
from two gates from the same manufacturer and of the same family (and if possible of the same lot of 
production). One gate has to be guaranteed to always work at the best conditions to guarantee no errors, the 
other one will work at the conditions imposed by the test to detect the errors. If the two outputs are different, 
an error occurred. Last an error counter is needed to sum all the generated errors during a time interval. 
During all these tests the temperature of the device should be kept constant. 
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4 How to estimate and measure the impact of software on the energy 
consumption of computing  

 
4.1 Introduction 
 All microprocessors consume energy when executing software. It can be extremely difficult, however, to 
identify and characterise how software consumes that energy, for the purpose of increased understanding and 
design decisions. Here we examine the relationship between the nature of software and the ways in which it 
can cause energy consumption in the underlying processor. 

At a fundamental level, the execution of a piece of software involves the interpretation of a sequence of 
instructions, with the processor performing operations such as arithmetic calculations, memory access, IO 
and otherwise, under the direction of the instructions. It is these operations that incur actual energy 
consumption, either through the static leakage of having circuitry turned on, or the dynamic switching of 
circuits performing calculations. While the energy consumption is a direct product of these operations, 
calculating their amounts is non trivial. 

Determining the energy consumption of software can then be transformed into the question of: what 
operations does a piece of software cause the processor to be performed when executed? This is a serious 
challenge due to the intractable nature of software analysis. Certain properties of a program can never be 
proven, while others are unfeasibly costly. Combined with the unpredictability of certain hardware aspects, 
the main challenge of software energy estimation is finding effective techniques to characterise a program 
and infer an energy cost of those characteristics on a particular processor. 

In brief, a number of areas can be considered significant, with respect to what 

software properties and behaviours affect energy consumption: 

- Number of nodes. Large-scale software, such as high-performance computing applications, will utilise 
multiple physical machines. Total energy consumption of the software is, intuitively, proportional to the 
number of nodes involved. 

- Number of cores or threads. On a single device, the amount of available parallelism that the software 
exploits will have a proportional influence on the device's power dissipation. 

- Memory access or communication patterns. The movement of data, for storage or communication, is a 
significant contributor to energy consumption. Many systems have multi-layered, complex memory 
structures. If data must be moved through several of these layers, both time and power are affected, thus so is 
energy. 

- Types of operation performed.  Some operations on data are inherently more expensive than others. 
Taking a fine-grained view, the types of operations performed in a program affects its energy consumption. 

Both measurement and modelling of the above areas are possible. However, various levels of detail, and 
multiple properties of both hardware and software behaviour must be considered in order to fully understand 
how energy is impacted by these characteristics. 

 

The rest of this chapter is structured as follows. The measurement of device energy is discussed in Section 
4.2. Estimation of the inter-related metrics of time, power and energy, are examined in Section 4.3. The 
impact of performance-seeking system and software changes is detailed in Section 4.4. Larger-scale, multi-
device considerations are given particular attention in Section 4.5. Throughout these three sections, we 
related to the above software characteristics where appropriate. Existing tools, as well as recent research and 
industrial activity that enable the energy measurement or estimation of software, are presented in Section 4.6. 

 

4.2 Measuring processor operations 
The energy consumption in a microprocessor comes from two main sources: the constant leakage of current 
from any circuit that is turned on, known as static power, and the energy expended when charging and 
discharging signals and gates as information is passed through circuits. For any particular operation that a 
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processor may perform, we may attempt to model it in terms of these costs: how much static and dynamic 
energy are expended by any particular operation? In circumstances where the energy consumption depend on 
additional information such as the operand to an operation, these models must be parametrised appropriately. 

Several barriers exist to the simple construction of such a model. The precise energy consumption of any 
operation can be calculated from the manufacturing designs, however these are almost always tightly kept 
trade secrets that are unavailable to academia or otherwise. The alternative is to construct such a model from 
empirical experimentation. An existing piece of hardware can be instrumented with circuitry to detect the 
current flowing through the processor, through which the energy consumption may be measured, averaged 
over some sampling period. Alternately, some modern designs feature built-in current measurement circuitry 
specifically designed to monitor energy flow.  In either configuration, a skilled engineer may then construct 
test inputs of instructions for the processor to execute, where some internal component is exercised, and the 
corresponding change in energy consumption measured [Tiw+96]. This method may be vulnerable to system 
influences such as non-linear power regulator performance and subject to measurement noise, however has 
yield error margins as low as 2%[Ste+01]. Combined with tools such as Wattch [BTM00] one may then 
evaluate the execution of sequence of instructions on a processor and estimate the energy consumed. 

A more significant challenge to energy modelling is that the microprocessor, by its nature, stores state about 
the program being executed, and its energy consumption can be significantly affected by that state. The 
simplest example would be that signals for communicating instruction operands switch high and low as 
instructions are executed, and the energy consumed is proportional to the number of transitions of each 
signal. As a result, the energy consumption of certain operations can be controlled by the past operations 
performed, making full exploration of all possible operations infeasibly complex. This makes a fully accurate 
model of a microprocessors energy consumption difficult to produce, requiring certain approximations to be 
made. We will observe later that the behaviour of software exacerbates this challenge. 

 

4.3 Estimating time and energy 
After measuring the energy consumption of processor operations, energy estimation can then be posed as the 
question ``how many operations does the program perform?''. In itself, this is a reformulation of the well 
known Halting Problem: we cannot know, for an arbitrary program, how long it runs or whether it even 
stops. To avoid this problem, we must refine our question into a more manageable form: “For a unit of work, 
how many operations does the software perform?”. This refinement implicitly requires the program to halt 
(when the unit of work is complete), but more importantly introduces a metric by which the energy 
consumption of the software can be judged: how much energy does it consume for each piece of work? The 
precise unit of work is different for each application, but always takes some input and produces some output 
after a computation. 

By broad consensus, it is accepted that the amount of time that a program takes is strongly correlated with 
the amount of energy that it consumes. This is intuitive if we consider that a program that performs a large 
number of operations, and thus consume a large amount of energy, will take a large amount of time to 
perform those operations. It cannot be said, however, that the longer of any two programs will always 
consume more energy than the shorter. Research has shown that the cost of processor operations have 
sufficient range that short programs can sometimes exceed the energy cost of long programs [JML06]. 
Additionally, Certain operations can take different amounts of time to complete. 

Using the energy models discussed we can evaluate the energy of a particular program execution: this 
information can be used to search for general energy properties of the program. The primary challenge is that 
the program can feature a potentially infinite number of executions, depending on what the input to the 
program is. A variety of questions may be asked about the program in this case: for example, “what is the 
maximum amount of energy that the software may consume for a unit of work?”. Similarly, least and 
average amounts of energy may be sought, although in the average case the difficulty becomes in defining 
what the average input to a program is, rather than analysing the program itself. 

Another technique is to parametrise program energy consumption through the construction of cost 
functions[U L+14; Gre+15]. Individual portions of the program have their energy consumption estimated, 
then the number of times the portions are executed are encoded into a formula, taking the program input as 
it's input. For example, for a program that performed an operation on each element of an array, we would 
first compute the energy cost of the operation for each element. Then, produce a cost function taking the 
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number of elements as an input, and multiplying the element count by the per-element cost. Cost functions 
do not immediately provide an answer to the questions posed above, but can be combined with further 
analysis tools to yield best / worst / average case estimates. 

In general, it can be computationally infeasible to identify what the extreme cases of energy consumption of 
a program can be. Complex relations between input data that controls the length of the program is one 
circumstance where analysis tools would require exponential time to discover the best or worst input. An 
approximation that is often acceptable, is to instead compute a sound upper (or lower) bound on the energy 
consumption: that is, an amount of energy that is at least as high (low) as the worst (best) case, but that may 
exceed that case by a certain amount. 

 

4.4 Performance related energy cost 
Long before energy consumption became an issue for microprocessors, the improvement of performance 
(i.e., the speed with which a task can be completed) was the driver of hardware development. While matters 
such as clock frequency and circuit latency directly scale performance, numerous other techniques were 
developed through introducing features such as caches and branch prediction hardware. These features 
leverage intrinsic program features such as locality of reference (the fact that programs do not often access 
memory in a completely random pattern, but instead access closely clustered memory cells) or the most 
likely decision taken at a branch to increase the speed with which the microprocessor can complete 
operations. 

While this is beneficial for performance, it is counter-productive when attempting to analyse software 
behaviour. These features trade a reduction in time for the average computer program for an increase in 
worst-case time for less common programs: frequent cache misses or mispredicted branches can lead to 
dramatically lengthened execution times. This extension of processing time directly increases the amount of 
static leakage, increasing energy consumption. 

Particularly challenging is the difficulty in predicting the behaviour of these hardware features. The direction 
that a branch takes may depend on a complex relation between inputs making the branch essentially 
unpredictable, with similarly complex behaviours for caches. Computing a sound upper or lower bound on 
energy in these cases becomes useless as it is highly unlikely that a program will always hit/miss caches or 
branch predictions, but it is frequently not possible to prove this fact. Some cache implementations also 
follow random ejection policies, making any prediction about cache behaviour impossible. 

While searching for extreme cases in environments with these unpredictable features is much more 
challenging, modern processors do provide facilities for estimating the average behaviour of a program. 
Performance counters record the number of times a particular event occurs, such as predicted or unpredicted 
branches, cache hits and misses, amongst other statistics. These, coupled with the construction of a 
representative suite of benchmarks, can allow the modelling of the average behaviour of a program in terms 
of performance events, that can then be translated to energy costs through an energy model [RRK08]. 

More advanced microprocessor components exist, such as instruction re-order units which execute 
instructions out of order, and sometimes speculatively. These units are designed to be opaque to the sequence 
of instructions (for portability), making it challenging to build any model of their operation. Even more 
complexity is found when multiple hardware threads can be executed by the same unit, causing the state of 
different threads to control when instructions of another are executed. 

As well as circuit-level performance features, one may consider performance at the system level, i.e. the 
microprocessor and the circuitry immediately surrounding it. It is very uncommon for all parts of a 
computing system to be used simultaneously: many parts, ranging from execution units to entire processing 
cores can sit idle for long periods of time. Typically internal circuitry, or potentially the software operating 
system, will disable (“gate”) these parts when they are not used to avoid unnecessary static leakage. Another 
tactic is to lower the clock frequency and operating voltage, referred to as Dynamic Voltage and Frequency 
Scaling (DVFS), to reduce the amount and cost of circuit switching when the system is not heavily loaded. 

These system level effects all occur at a level significantly higher than the body of a program, depending on 
factors such as the inflow of information to the system, overall load across several concurrent programs, or 
scheduling / deadline requirements. These larger scale application processors require much more abstract 
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modelling techniques, representing the characteristics of the workload that the system handles and how that 
changes over time. 

 

4.5 Large scale energy cost 
When considering the energy costs of computing on a very large scale, typically referred to as High 
Performance Computing (HPC), many non-software considerations come into play, such as cooling costs 
and energy supply. These factors are not considered here. Instead, at larger scales the dominant cost is the 
number of processors and computing nodes that are allocated to a task, with energy scaling linearly with 
these counts. However, the amount of work achieved by this scaling does not necessarily increase linearly. 

Similarly to how microprocessor caches leverage memory locality to deliver a performance improvement, 
large scale computing can suffer serious performance implications from the dependencies between 
information. A data centre where each node needs possession of a single global resource to perform its action 
is barely better than a single nodes, due to the scaling limitation defined by Amdahl's law[Amd67]. 
Contention between shared resources introduces delays and increase amounts of communication between 
nodes in HPC installations. The communication operations themselves consume a notable amount of energy, 
but the requirement for processors to wait until a response is received leads to increased static leakage.  

Analysing the amount of time that large scale computing waits for such synchronisation cuts to the heart of 
how the algorithms behind software work, regardless of the implementation. We can consider this in terms of 
the relations between pieces of data: the tasks that can be distributed across multiple nodes most effectively 
are those where each work unit can be processed independently of all other data, requiring no 
synchronisation or communication at all. At the other end of the scale, a task where every work unit 
depended on the result of every other work unit would be much harder to distribute, as processing would 
require examining the whole state of the problem, requiring a large amount of communication. 

These relations between data shape the patterns of behaviour with which software has to perform 
communications and synchronise, controlling time and energy expenditure. Altering these patterns requires 
considerable skill and ingenuity on the part of an engineer, as well as consideration of matters such as 
available bandwidth between nodes. Estimating energy consumption in this context would require 
sophisticated workload pattern models and additional models of communication costs between nodes if 
matters such as available bandwidth between machines. 

In summary, when attributing energy cost to HPC software, at the top level there are some coarse grained 
properties to consider: 

- The number of nodes or cores used, or the percentage of the total cluster that is utilised. A proportion 
of the HPCs total power demand can then be assigned to the software task at hand. 

- The amount of time waiting on communication versus the amount of time performing computation. 
The balance of these affects the total execution time, and therefore energy consumption. Time 
waiting can of course be considered an inefficiency, the removal of which is highly desirable, where 
possible. 

Targeting these high-level measures before any of the lower-level properties that were more important in 
smaller scale devices, have the potential to yield the most significant energy reductions. Therefore, using 
system utilisation and the communication/computation balance of a piece of HPC software, are a good proxy 
for energy consumption and efficiency. 

 

4.6 Tools and commercial support 
Increasing interest in energy efficiency has lead to the emergence of tools to enable software developers and 
system designers to gain better insights into how energy is consumed on their devices. There are several 
industry-backed examples of this. 

The UK's Technology Strategy Board hosted a workshop on Energy Efficient Software Tools in January 
2014 [Inn14].  This featured interactive demonstrations of various hardware and software energy monitoring 
techniques from organisations with interests spanning the areas of research, compiler toolchains, debugging 
and processor design.  
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At the 2014 FOSDEM conference in Brussels, Belgium, an Energy-efficient computing developer room 
hosted a workshop on instrumenting embedded hardware in order to measure the energy it consumed when 
running various pieces of software [Emb14]. 

Professional tools exist to relate energy consumption to software. The ARM DS-5 development studio 
provides power measurement and software tracing capabilities[ARM]. The XMOS xTAG-PRO debug device 
adds power measurement to the company's existing debug hardware and software, allowing software activity 
such as function calls to be related to changes in the device's power dissipation[XMO]. 

In the HPC domain, APIs such as PowerPack [Ge+10] and PAPI [Wea+12] allow power to be logged and 
attributed to various system components.  However, at this larger scale, making fine-grained attributions of 
energy consumption to particular software segments is more difficult than compared to examining smaller, 
embedded systems. 

Currently, none of these tools are particularly mainstream, in that they are unlikely to be a part of most 
software developers' work-flows. However, their availability presents an opportunity for their uptake, which 
will increase as energy efficiency becomes even more important. And of course, a larger number of tools and 
greater levels of tool sophistication, are likely to follow as demand increases. 

 

In conclusion, we have considered the manner in which software affects the energy consumption of 
computing, and the different aspects of software that can change the amount of energy consumed. Measuring 
the energy consumption of particular program executions can be achieved through device instrumentation, 
and if available, with the us of built-in counters for energy and performance related events. Further, the 
existance of these measuring facilities allows for the modelling of the energy consumption of processor 
operations and more generally, software performing certain workloads. The ability to analyze software is 
made difficult through complex relations however, with factors such as predictability, locality of reference 
and information dependency all affecting the time and energy required for a computation. 
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5 Common indicators and figures of merit 
 

5.1 Introduction 
 In the following we present a number of common indicators and figures of merit that are commonly used for 
benchmarking computing performances. 
 

5.2 Time evolution 
In the following diagrams we present the change of few quantities of interest over time. This is a frequently 
used parameterization to monitor industry performances.  

A popular example of this approach is represented by the so-called Moore’s law. According to Wikipedia: 
Moore's law is the observation that the number of transistors in a dense integrated circuit doubles 
approximately every two years. The observation is named after Gordon Moore, the co-founder of Fairchild 
Semiconductor and Intel, whose 1965 paper described a doubling every year in the number of components 
per integrated circuit, and projected this rate of growth would continue for at least another decade. In 1975, 
looking forward to the next decade, he revised the forecast to doubling every two years. The period is often 
quoted as 18 months because of Intel executive David House, who predicted that chip performance would 
double every 18 months (being a combination of the effect of more transistors and the transistors being 
faster). Moore's prediction proved accurate for several decades, and has been used in the semiconductor 
industry to guide long-term planning and to set targets for research and development. 

We stress that Moore’s law is not a law of physics but it is merely an industry projection/target. In recent 
years Intel declared that by the end of this decade a slowing down of the exponential growth has to be 
expected with transistor technology approaching 10 nm gate length. 

 
Microprocessor Transistor Counts 1971-2011 & Moore's Law. (source: Wikipedia) 
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In the following diagram we show the actual and expected change of number of transistor per chip, together 
with power density and clock speed, versus time (source ICT-Energy Research Agenda, 2016). It is 
noteworthy the flattening of the time trends of clock speed and power density indicators.  

 
Number of transistors per chip, power density and clock speed versus time (source ICT-Energy Research 

Agenda, 2016). 

 

Another popular figure of merit is the number of elementary instructions executed by a computing device in 
a given time. In the following diagram we show the performance of microprocessor units (MPUs) for 
computers, portable devices and high performance computing system as a function of time.  

 
Circles: number of million instructions per second (MIPs). Squares: million floating point operations per 
second (MFlops) (source ICT-Energy Research Agenda, 2016). 
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5.3 Power consumption evolution 
Power consumption is also a frequently monitored quantity. In the following diagrams we present some 
popular figures. 

 
Power density per chip, for PC and portable MPUs versus year of first release. (source ICT-Energy 

Research Agenda, 2016). 

 

In the following diagram we show the absolute power dissipated during computation per “single device”. 
Despite a flattening of the power density, due to the increase of the number of transistors is evident that the 
total power of MPUs is still increasing over time. Remarkable is the increase in peak power dissipation of 
low-power, portable MPUs which is being driven by popular mobile applications such as video streaming.  

 

The total power consumption of HPCs, MPUs for PCs (servers, desktop and laptops) and MPUs portable 
devices (source ICT-Energy Research Agenda, 2016). 

  



ICT Energy (No. 611004)  Benchmarking tools 
 

ICT-Energy (GA n. 611004) – Dn.3.2.2  Page 18 of 26 

6 Benchmarking energy harvesting systems 
Energy harvesting represents the process by which energy is obtained from external sources (e.g. solar 
power, thermal energy, wind energy, salinity gradients, and kinetic energy), captured, and stored for 
powering small, wireless autonomous devices, like those used in wearable electronics and wireless sensor 
networks. 

These systems are often very small and require little power, but their applications are limited by the reliance 
on battery power. Scavenging energy from ambient vibrations, wind, heat or light could enable smart sensors 
to be functional indefinitely. Several academic and commercial groups have been involved in the analysis 
and development of vibration-powered energy harvesting technology (see Zeropower Research Agenda 
[ZEROPOWER:SRA] for reference.) 

Typical power densities available from energy harvesting devices are highly dependent upon the specific 
application (affecting the generator's size) and the design itself of the harvesting generator. In general, for 
motion powered devices, typical values are a few µW/cm³ for human body powered applications and 
hundreds of µW/cm³ for generators powered from machinery. 

The task of comparing the efficiencies of different energy harvesting systems represents a problem important 
and difficult at the same time and it has been the focus of a significant amount of work developed in different 
frameworks. 

In the following we briefly present recent results from initiatives that produced results for benchmarking 
energy harvesting systems. 

 

6.1 Activities in the ZEROPOWER C.A. 
Within the activities of the ZEROPOWER C.A. (project n. 270005) it has been developed a general 
benchmarking framework to be used to compare the efficiencies of different vibration energy harvester 
systems [ZEROPOWER:Benchmarking]. 

In this framework the vibration energy harvesting task is represented in Figure 7 where the piezoelectric 
energy producing process is specifically considered: a certain amount of energy is available under the form 
of vibration. The input energy is processed by the electro-mechanical conversion process and at the output 
we found part of the energy that is transformed into electric energy and part that is output in the form of heat 
(dissipated energy).  

 

 
Figure 7. Schematics of the energy flux through a vibration energy harvester. 

 

 

In order to quantify the performances of a vibration energy harvester we need to identity what are the 
relevant quantities that can be measured.  

Two main assumptions are important in order to generalize our approach: 
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1)  The vibration energy harvester is coupled to the input energy source in such a way that the vibration 
source is unaffected by the coupling. As a consequence we can treat the vibration source as a pure 
acceleration source. This can be realized if the inertial mass of the vibration harvester is much 
smaller than the inertia of the vibration source. 

2)  The “Rectification & electronics” box is treated as a purely resistive load with resistance R. This 
approximation is useful to decouple the rectification problem from the voltage generation.  

 

The  “Rectification & electronics” box in Figure 7 realizes the very important task of adjusting the output 
voltage to the needs of device that has to be powered with the harvesting activity. Although this is an 
important and useful task, its treatment is beyond the scope of this report and will not be treated here. 

 

 
Figure 8. Reduced scheme of the vibration energy harvester. 

 

 

Based on these two previous assumptions we are now in position to identify the relevant quantities for 
designing a proper benchmarking system for assessing performances of vibration harvesting prototypes. This 
process is now illustrated in Figure 8. The vibration energy harvesting task is thus reduced to the 
measurement of one relevant quantity, V(t) and by controlling two quantities a(t) and R. 

Specifically the performances of an energy harvester can be quantified by monitoring the output voltage V(t) 
once is known the input acceleration a(t) and the resistive load R.  

For what concerns the resistive load R, there are two different cases that are particularly relevant for 
benchmarking purposes. The first case is the infinite load condition. In this case the power transferred to the 
load, being expressed by W= V2/R, is zero. This condition can be realized in the open circuit state o, 
practically, by closing the piezoelectric component on a large (100 MW) resistive load. Another interesting 
condition for the choice of the resistive load is the selection of an optimized value of the resistive load with 
respect to the power transferred to the load itself. This is known as matched impedance condition. 

For what concerns the choice of the acceleration a(t), instead of using an harmonic signal A sin(ωt) that is far 
from the most common wide band vibration signal, we propose to use a random signal x(t) [Cottone et al, 
2009] known as exponentially correlated noise [Fox et al, 1988] and is a good approximation to a number of 
real vibration signals.  

 

6.2 Vibration sources database 
In order to provide a common reference for the vibration acceleration time series x(t) to be used as input 
signal in test benches, a vast data base of experimental vibration signals has been organized within the FET 
Proactive project NANOPOWER (project n. 256959) [NANOPOWER]: the Real vibrations data base.  

Real vibrations is a digital database containing numerical time series and spectral representations of 
experimentally acquired vibration signals. It is a participatory research project that aims at creating the world 
largest repository of vibrations recorded from everyday life objects and people movements. Cars, trains, 
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airplanes, and even human beings, constantly vibrate and these vibrations can be recorded with various 
devices and stored in such a way that they are readily available and easily usable both by researchers and non 
expert visitors. 

The data base if freely available at http://realvibrations.nipslab.org. 

If you are a scientist or a professional in the energy world, you can contact the NiPS Laboratory at the 
Department of Physics, University of Perugia in order to become a professional partner of the Real 
Vibrations project. If you are a student and/or a volunteer you can still contribute to this project simply by 
acquiring vibration data with your smartphone and uploading them to the database. Instruction available 
here: http://realvibrations.nipslab.org. 

 

 
 

Figure 9. Home page of the Real Vibrations web site 

 

 

6.3 Activities in the ISA100 framework 
In 2008-2009 a group of companies, mainly in UK took the initiative for the definition of a new set of 
standards in the field of energy harvesting for powering mobile devices. The Working Group mission is to 
develop standards to enable users and suppliers to compare, specify and interface power/energy sources for 
“non line powered, low power, wireless sensor nodes (WSN)”. 

On 4 Nov 2009 this group (Power Sources Working group) met the ISA100 Main Committee in Denver and 
on Tue 8th Feb 2010 they met again in Orlando (FL). 

The objectives of the activity of the working group are: 

–Develop and Publish standards that permit interchangeability of Power Modules for WSN’s. 

–Develop and publish standards for specifying performance of power/energy sources 

After the meeting with the ISA100 Main Committee the working group has become a subgroup of a more 
general effort of ISA100 and specifically the WG 18 - Power Sources  (ISA100.18) 

The WG 18 is coordinated by: Roy Freeland (with Perpetuum) and Sicco Dwars (with Shell). 

Roy Freeland has declared: “The ISA100.18 Working Group is preparing standards and information 
documents on power sources for WSNs. Key objectives are to define specifications for the interchangeability 
of various power sources, including batteries, energy harvesters, and other possible types, such as 4-20mA 
loops, and to define performance specifications so users can compare different harvesters and choose the 
optimum power source for each application. The working group is cooperating with a range of organizations, 
including VDI and NAMUR on battery standards for WSNs and other organizations using 802.15.4, such as 
WirelessHART and Zigbee as well as other low power wireless protocols.” [Freeland] 
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6.4 The Metrology for Energy Harvesting project 
The Metrology for Energy Harvesting project (projects.npl.co.uk/energy_harvesting/) [EURAMET] brought 
together a number of European experts in measurement, energy harvesting and systems engineering with the 
aim of creating a metrology framework to provide traceable and reliable measurement of thermal, 
mechanical and electrical properties that relate to the transduction of thermal or vibrational energy into 
useful electrical quantities. 

Specifically the project addressed three main challenges in energy harvesting metrology:  

1. Power from energy harvesting is usually on a small scale and is intermittent in nature. The signals 
from energy harvesters are not clean sine waves that we can measure very accurately but they are 
noisy signals of varying profiles. Thus, existing measurement techniques are not adequate for 
measuring the weak and distorted signals generated by most energy harvesters. There is also a lack 
of agreed definitions and metrics of terms such as efficiency, effectiveness or power output that can 
lead to confusion in the market.  

2. There are challenges relating to particular energy harvesting technologies. For vibrational or motion 
energy harvesting, there are no agreed methods for specifying performance parameters (efficiency, 
power, power density) or their measurement, leading to widely varying reported metrics that have 
little bearing on what could be achieved in practice. The measurement of the performance of 
thermoelectric converters for waste heat recovery is also subject to very large measurement 
uncertainties, and a lack of reference materials, particularly at elevated temperatures.  

3. There is a drive to develop ever smaller energy harvesting devices that can be integrated with the 
electronics they are powering, and to exploit emerging new nano-technologies for energy 
harvesting. This requires the development of suitable techniques for performance characterisation at 
the nano-scale. By providing robust traceable measurement for emerging new materials and energy 
conversion technologies, this will help accelerate the development of new products, new 
applications, and new commercial opportunities for energy harvesting  
 

This project focused on thermal and electro-mechanical conversion. For thermal converters, the technology 
of most interest, commercially and in research, is thermoelectric conversion. For electro-mechanical 
conversion, some generic approaches to measurement at different length scales through the simultaneous 
characterisation of electrical and mechanical quantities was adopted.  

The most relevant outcomes of the project are: 

Performance mapping of vibrational energy harvesters 
Energy harvesting output depends on the amplitude and frequency of the vibration source as well as the 

load circuit. New facilities were developed to perform sophisticated performance mapping of vibrational 
energy harvesters with parametric variation of frequency, acceleration and load resistance. In many 
situations the power output does not scale linearly with vibration amplitude, so this kind of performance 
mapping will provide important input into the development of standardised test methods and performance 
metrics. Unique new facilities were also created for performance measurement of magnetostrictive energy 
harvesting technology for applications such as power harvesting engine mounts. 

New high temperature reference samples for thermoelectric converters 
The industrial realisation of accurate measurement of thermoelectric converter performance demands the 

availability of well-characterised reference materials. However, there is a lack of reference materials for the 
high temperature measurements required by the automotive industry. Two reference materials for Seebeck 
coefficients were characterised in the temperature range between 300 K and 650 K (Bi-PbTe) and between 
300 K and 860 K (ISOTAN®). The relative measurement uncertainties (k = 2) obtained of the Seebeck 
coefficients were in the order of only a few percent, and it is the first time that reliable reference materials 
for Seebeck coefficients with low uncertainties at temperatures above about 400 K have been made 
available. 

Reduced uncertainties of measurement for thermoelectric converters. 
Large uncertainties are associated with the measurement of thermoelectric harvesting, largely resulting 

from measurement of thermal properties, particularly at high temperature. New facilities have been designed 
and constructed for measuring the thermal conductivity of thermoelectric materials from room temperature 
to 725 K resulting in reductions in relative measurement uncertainty to between 5 % and 8 % (k=2). 
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Efficiency measurement in vibrational energy harvesting 
For thermo-electric converters, efficiency is well defined (although difficult to measure). However, this is 

not true for electro-mechanical energy conversion, which requires a measurement of the mechanical energy 
input to a device as well as the electrical output. This project set up unique facilities for the measurement of 
efficiency for electromechanical conversion, and developed models to predict efficiency in examples of 
commercial interest such as the piezoelectric cantilever. Efficiency is closely related to loss, and novel work 
within the project identified new sources of internal loss in piezoelectric converters, and demonstrated that 
power output can be significantly improved by reducing the amount of piezoelectric material, potentially 
saving cost as well as improving performance. 

Traceable measurement of electrical quantities 
The ability to traceably measure electrical power is central to the metrology of energy harvesting. This 

project developed new techniques for power measurement for the complex signals typically encountered in 
energy harvesting power measurements. These complex waveforms contain a wide range of frequencies, and 
to achieve accurate, traceable measurement requires detailed knowledge of the instrumentation 
characteristics. This project developed a new waveform generator that is able to precisely mimic over a 
million different waveforms or shapes of the kind that are produced by energy harvesters. Because the 
properties of these simulated waveforms were already known, we were then able to use them to test and 
calibrate measurement equipment. 

Energy harvesting at the micro- scale 
Micro-Electro-Mechanical-Systems (MEMS) technology is an important developing area for energy 

harvesting. This project developed a suite of measurement facilities to support the development of MEMS 
energy harvesters. Energy conversion in MEMS devices is critically dependent on the often complex 
mechanical response to vibration, and damping from air movement and internal losses. This project 
developed a miniaturised vibration source integrated with a Laser Doppler Vibrometer scanning microscope 
to relate mechanical response at the micro-scale to power output for MEMS devices. A new technique was 
also developed for characterising the mechanical properties of MEMS harvesters by electrical measurements 
alone. Validation of measurement techniques requires performing measurements on well characterised 
devices, so piezoelectric and electrostatic MEMS samples were built to our own designs. 

Energy conversion at the nano- scale 
Atomic-force microscope techniques were applied to the traceable measurement of energy coupling and 

electrical and thermal properties at the nanoscale. These techniques will pave the way for reliable 
measurement of energy conversion in emerging new nanostructured thermoelectric and piezoelectric energy 
harvesters. 
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7 The ICT Energy Co-ordination Activity 
This work has been developed as part of the activities of the ICT-Energy Coordination Action, funded by 
the European Commission under the FET Proactive program (Project number 611004). 

The goal of the ICT Energy project is to create a coordination activity among consortia involved in the 
ICT-ENERGY subject with specific reference to bringing together the existing "Toward Zero-Power ICT" 
community organized within the ZEROPOWER co-ordinated action (2010 to 2013) and the novel 
"MINECC" (Minimising energy consumption of computing to the limit) community recently funded 
under the FET Proactive Call 8 (FP7-ICT-2011-8) Objective 9.8 (2012 to 2015). 

Seven research projects, carried out by different consortia have been funded under this call and are 
currently reaching the end of their activity. 

• ENTRA – Whole System Energy Transparency – http://entraproject.eu 

• EXA2GREEN – Energy-Aware Sustainable Computing on Future Technology – Paving the Road to 
Exascale Computing – http://exa2green-project.eu 

• LANDAUER – Operating ICT Basic Switches Below the Landauer Limit – http://www.landauer-
project.eu 

• PARADIME – Parallel Distributed Infrastructure for Minimization of energy – 
http://www.paradime-project.eu 

• PHIDIAS – Ultra-low-power Holistic Design for Smart Bio-signals Computing Platforms – 
http://www.phidiasproject.eu 

• SENSATION – Self Energy Supporting Autonomous Computation – http://www.sensation-
project.eu 

• TOLOP – Towards Low Power ICT – http://www.tolop.eu 

The ICT Energy co-ordination activity is aimed at assessing the impact of the research efforts developed 
in the groups involved in the different consortia (overall more than 30 European research groups) and 
proposing measures to increase the visibility of ICT-Energy related initiatives to the scientific community, 
targeted industries and to the public at large through exchange of information, dedicated networking events 
and media campaigns. The activities of our co-ordination activity have the ambition of inspiring more 
research projects in this emerging area by generating broader acceptance for the developed technology and 
the benefits of its applications. 

The goal of the ICT-Energy consortium is to identify methods, techniques and directions for making ICT 
devices and systems sustainable with regard to energy. 

Information and updates on the activities of the ICT-Energy Coordination Action can be found at the 
project web site: www.ict-energy.eu and on the periodic newsletter www.ict-energyletters.eu.  
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